
4. Important preprocessing methods
4.1 Normalization of variable values
Values and scales of different variables may vary greatly. For example,
the values of a variable can be from [0,1], {0,1,..,6}, [0,100] or [0,106].
Thus, some scaling or normalization is often, but not always, needed.
Some machine learning algorithms are sensitive to number intervals or
scales used. On the other hand, the other methods are insensitive.
Nearest neighbor searching is often sensitive to those different
intervals which can be understood easily according to Fig. 4.1. when we
run the nearest neighbor searching algorithm that employs such
distance measures as Euclidean distance. Consequently, the
normalization of variable values is here useful.
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Fig. 4.1 The number interval
or scale is extensive [0,100]
for Variable 1 but small
[0,0.6] for Variable 2. If we
run the nearest neighbor
searching algorithm for case
in the variable space of the
two variables, Variable 1
predominates highly a
possible outcome.
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Normalization and standardization
In fact, we have already seen the simple formula needed to normalize
or scale the values of a variable into [0,1] (or perhaps [0,100]). We use
the maximum and minimum of variable xk computed from the data set
given or perhaps known in advance (e.g., as some predefined values):

Here n is the number of cases.
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In principle, normalization may be slightly questionable in a particular
situation in which the distribution of all values of a variable is such as in
Fig. 4.2.
It is then better to use a slightly more sophisticated technique by
computing the mean and standard deviation sk to standardize the
variable values as follows:

Note that often this is also called normalization.
In theory, standardization is better. However, this requires that orginally
there was a normal distribution. This can be statistically tested. Yet,
sometimes a rather visually small asymmetry between the sides of a
distribution may cause that it would not be, after all, normal.
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Fig. 4.2 After normalization
the distribution of the
values has become very
tight or narrow. In a way,
the distribution has been
distorted somewhat which
was undesirable and not
the purpose.
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In practice, althoug there were no normal distribution, this transform
could act well and results obtained from machine learning can be
reasonable. Further, differences after the preceding normalization and
standardization for results of machine learning methods may be slight.
As mentioned, finally everything depends on data. Usually, one has to
experiment with different alternatives to ensure expectations or to
choose the best choice.
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Note also that after standardization the mean and standard deviation
are 0 and 1, i.e. N(0,1), if the original distribution was normal. If one
desires to keep all values non-negative, an appropriate translation
along with the horizontal axis has to be done by adding to all
standardized values. Commonly, this is not necessary for the sake of
machine learning, perhaps only for the visualization of data.
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4.2 Nearest neighbor searching and classifier

Next nearest neihgbor search approach is viewed. It is at this stage,
because it is straightforward and easy to understand. It is also used for
many various purposes in addition to classification, the ”classical”
machine learning task. We may say that classification can also be
applied to several preprocessing tasks useful or necessary to perform
before actual machine learning process, building a computational
model. For instance, variable selection is such where the objective is to
find the most useful variables from among even large variable
numbers. The main target is to leave out quite useless variables or to
reduce a high dimension, often both at the same time. Another
example is finding outliers.
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The nearest neighbor classifier is perhaps one of the simplest, yet quite
powerful classification mechanism. Its principle is very straightforward
as follows. Let us assume that there is a learning or training set or a
data set in general named L of n cases with known class labels. Further,
there are C classes. The only regulation or control parameter is k, the
number of nearest neighbors searched for at a time.
The distance d or similarity s measure to be used would depend on the
variable types of case (vector) x as described above.
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Algorithm k-NN for classification
(1) Let x be a test case, L a data set of n cases from C classes.
(2) Search for k nearest neighbor cases in L for x according to a proper distance or
similarity measure and put nearest neighbors found into list N:
for each t in L do
if |N|<k then

Insert t in N; Sort the items u in list N in increasing order according to d(x,u)
% decreasing order for similarity s(x,u) §

else
if some u in N is such that d(x,t)<d(x,u) then % ’>’ for similarity s §

Insert t in its position of N in order; Remove the last item of N.
end

end
end

§ Note that here it was assumed that the maximum of similarity s is 1.
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(3) Use majority voting to decide the predicted class of x with N:
(3.1) If all nearest neighbors are from the same class, this is the
predicted class.
(3.2) If the subset of k nearest neighbors includes cases from
more than one class, choose the class containing more cases
than any other class.
(3.3) If there are two or more majority classes of the equal
number of nearest neighbors – this is a tie -, choose randomly
one of those classes.
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Here we used k-NN searching for classification. Naturally, it could also
be applied to other tasks. For instance, we could predict something on
the basis of the variable values of k nearest neighbors. Such a task was
performed when it was described how 1-nearest neighbor was used for
imputation of missing values.
How should we determine a suitable value for k? An expected choice
might be k equal 1. Nevertheless, this is seen unstable, since because
of noise in data or overlapping classes in the variable space, the class of
1-nearest neighbor might easily change between different classes.
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The best way is to run k-NN searching with several k values starting from 1
and stopping with no greater value than

where the floor function gives an integer less than or equal to the square
root of n. This rule of thumb is only for guidelines. Some particular
properties of a data set can put additional limits. For instance, if the size of
the smallest class in a data set is less than the above number, it is better to
use this size as maximal k.
It is wise to exclude even k values, because, for instance, for 2 or 4 nearest
neighbors a majority vote could lead to a tie as in Fig. 4.3.
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Fig. 4.3 The test case is the
black dot for which 2 or 4
nearest neighbors are searched
for. Using k equal to 2 or 4, i.e.,
an even number would not be
a good choice, since a tie,
equally many votes for both
classes C1 and C2, might occur.
It is best to apply odd integers
for k.
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Fig. 4.4 Three nearest neighbors all from different classes are possible, but
obviously less probable than nearest neighbors from two close classes only.
All this depends on data distributions of classes and within classes.

There is no guarantee that odd k’s could not produce ties, excluding the
specific situation of two classes. This is possible in the situation of Fig. 4.4,
where there are three nearest neighbors from three different classes.
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To summarize, it is best to use odd k values and to experiment with
several k values, particularly not only with k equal to 1, and less than
the squre root of n, but less than the size of the smallest class of the
data set used.
Above we treated all nearest neighbors as ”equal”. Another possibility
might be to weight nearest neighbors so that the nearest one obtains
the greatest weight, the next nearest the next greatest weight etc. We
could use their distances from the test vector x as our criterion how to
weight. For instance, we could use the inverse of distance as a weight
value (assuming that there would be no duplicate with the distance
equal to 0).
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Fig. 4.5 This is modification of Fig. 4.4. If the variables of the data set were exposed
to considerable noise, the locations of the cases might vary randomly in the
variable space, let us imagine, inside their dashed circles. Then the classification
result might also vary.

Weight would then correspond to significance of nearest neihgbors which could be
used for classifcation and also to solve possible ties.
On the other hand, if there were many neighbors very close too each other, this
might cause high variation sensitive to noise and other possibly random influence:
small changes might vary results if nearest neighbors came from varying classes.
See Fig. 4.5. Hardly would this produce better results than without weights.
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Nearest neighbor searching algorithms have been studied since the
1950s in computer science and statistics. Numerous variations have
been developed for them. For instance, if the number n of cases is
extensive, it is worth pondering on how it is best to arrange searching.
To search for (small constant) k nearest neighbors for one element
requires n-1 iterations to be a complete search. To perform this for
each case of a data set means the time complexity of O(n2). Such a
complete search is made, e.g., while testing a ”model” built. To call this
a model is slightly exaggerating, since k-NN is a simple, heuristic
method. In practice, the task is to study which different k values give
the best results for a data set given.
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4.3 Outliers

Outliers are cases or instances with values considerably different from
those of the remaining data set. Outliers may represent errors in the
data, perhaps a malfunctioning sensor recorded an incorrect data
value. They could also be correct values that are simply much different
from the remaining data. A person who is 2.5 m tall is much taller than
most people. This value would probably be viewed as outlier. A patient
with age of 0 year would also be an outlier, but not inevitably, if there
were also (newborn) infants.
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Not all exceptional values are outliers. If we search for very rare faults
in the functioning of machine, it is no outlier, but the interesting target
due to be found.
Suppose that the data mining problem is to predict flooding. Extremely
high water level values occur very infrequently, and when compared
with normal water level values may seem to be outliers. However,
removing these values may not allow the data mining algorithms to
work effectively, because there would be no data that showed that
floods ever actually occurred.
We have to sufficiently know the data set and its context to decide
whether some exceptional cases are (probably) outliers.
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An outlier is a single, or a very low frequency, occurrence of the value
of a variable that is far away from the bulk of the values of the variable.
Is it a mistake? If it can be established as a mistake, erroneous value,
we can attempt to rectify it. For instance, when there were patient age
values of 0 year, one could be lucky enough to collect additional
information to infer the actual ages of those few patients or at least
their probable ages at the time their measurements accomplished.
It is important to identify outliers. Some machine learning methods
such as some neural network types may be sensitive to them, i.e.,
outliers may distort remarkably the remaining data.
Fig. 4.6 presents examples of outliers.
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Fig. 4.6 Examples of outliers: (a) A single outlier. (b) Clumps of outliers.
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Boxplots are a simple means to separate outliers
related to individual variables. The upper and
lower boundaries of the box represent the upper
and lower quartiles of the data respectively. The
horizontal line within the box represents the
median. The ”whiskers” extend 1.5 times
interquartile range from each end of the box. Data
points outside the whiskers are plotted individually
and seen outliers.
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Looking at individual variables it is, in principle, straightforward to find
possible outliers by computing variable distributions. If we can assume
that the values of a variable follow roughly normal distribution,
exceptional values are easy to detect.
Fig. 4.8 shows a data set with normal distribution. For such a data set
the mean and standard deviation are calculated and used to estimate
statistically that in the probability of 0.95 the mean μ of the population
is within bounds

where and s are the mean and standard deviation of a sample set.
The probability is 0.99 or 0.999 for coefficients 2.58 and 3.29. Often
these are rounded up to 2, 3 and 4. Then we interpret cases outside
the bounds as outliers.

145

x
sxsx 96.1  96.1  



Fig. 4.8 Computing the mean and standard deviation, single outliers like
”impulses” here can be detected since these are out of the limits of the
remaining data.
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The preceding issue was straightforward for individual variables. Such
conditions are more complicated when relations between two or more
variables have to be taken into account. For example, Fig. 4.9 depicts a
simple situation of two variables, which is still easy to handle.
When the dimension of data vectors (cases) is much higher and the
distributions of values of different variables are complex, complicated
structures are frequently encountered.
Next an algorithm is given to chase outliers in data sets of complex
stuctures.
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Fig. 4.9 Gray squares could be outliers according to one only of the two
variables, but blue triangles according to each of the variables or both
jointly.
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4.4 Finding outliers effectively

In the following we apply nearest neighbor searching for finding
outliers and cleaning (or cleansing) them out. Since the main character
of the method is to locally explore data cases, this is practical to deal
with even complex distributions of data if we imagine these as volumes
or partitions of various shapes in a high-dimensional variable space.
Instead, the simple technique given above could be called global while
looking at the whole distribution at the same time in order to calculate
suitable bounds so that outliers are isolated outside those borders.
Let us imagine that a hypothetical data set of two classes from a high-
dimensional variable space is somehow projected into a 2-dimensional
space. (This is possible by using principal component analysis to be
later described.) Fig. 4.10 depicts this .
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Fig. 4.10 There are two hypothetical classes A and B. Elements of the
majority class (more elements) A close to B from their overlapping area
would be useful to be cleaned out. (a) A simple distribution where a
case x of A in the overlapping area is good to clean, since the
(Euclidean) distance of x from the center of B is less than from that of
A. (b) A complex distribution where x from A is nearer its own center
than that of B and the center of A is outside its area. Case x cannot be
cleaned with this simple technique based on the distance from the
class center such as the mean of all cases in that class.
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Neighborhood cleaning algorithm 11

There are n cases in c classes in data set L. Euclidean or some other
suitable measure is used to compute distances between cases.
(1) Split data L copying to the class of interest C and the rest of data O.
(2) Search for noisy outlier data A1 in O with Wilson’s edited nearest

neighbor rule: if the class of the majority (2 or 3 cases) of k=3
nearest neighbors differs from that of case x in O, move x into A1.

11J. Laurikkala, Improving identification of difficult small classes by balancing class distribution, In: Eight
European Conference on Artificial Intelligence in Medicine, Lecture Notes in Artificial Intelligence, Springer,
Berlin, vol. 2101, 63-66, 2001.
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(3) For each class Ci in O
if (x from Ci is one of k nearest neighbors of misclassified y from
C) and (|Ci|≥0.5∙|C|) then move x into A2.

(4) Reduce data set L=L- A1- A2.

Note 1. The latter condition in Step (3) was to avoid excessive reduction
of small classes. If there were not such small classes endangered that
some class were becoming really tiny or even disappearing entirely, the
latter condition could be deleted or the coefficient changed.
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Note 2. No cases were cleaned from the class C of interest, only from
other classes O. If there were no such specific class of interest, class C
could also be cleaned by changing the roles of O and C.
Note 3. By increasing k up to 5, 7 etc. is not obviously necessary, since
this would make cleaning ”less local” requiring a slightly larger part of
the variable space to search for nearest neighbors. In addition, voting
by simple majority would not perhaps be the best approach, because
when k=2m+1 and m>1, majority m+1 over m would be a small
difference for increasing m. It would then be better to raise the
majority required to be, say, 2/3 or even 4/5. On the other hand, this
would tighten the cleaning condition resulting in smaller numbers of
cleaned cases. This note is only of theoretizing to arouse thoughts.
Probably, k equal to 3 acts nicely. Ultimately, as usual everything
depends on the properties of data.
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Example

In the following we review results obtained for a data set for which we
first ran the simple cleaning procedure like in Fig. 4.10 (a). The
classification results after cleaning were poor. At its worst, cleaning
even decreased numbers of correct classifications because of the
complex data distribution.12 Next we ran Neigborhood cleaning
algorithm for the data set applied.13

12M. Juhola H. Aalto, H. Joutsijoki and T.P. Hirvonen, The classification of valid and invalid beats of three-
dimensional nystagmus eye movement signals using machine learning methods. Advances in Artificial Neural
Systems, Article ID 972412, 11 p., 2013. http://dx.doi.org/10.1155/2013/972412
13M. Juhola H. Joutsijoki, H. Aalto and T.P. Hirvonen, On classification in the case of a medical data set with a
complicated distribution, Applied Computing and Informatics, 10, 52-67, 2014.
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Fig. 4.11 depicts a ”beat” of an ideal nystagmus that is a reflexive eye
movement repeating for a while after a suitable stimulus or may be
spontaneous for some types of otoneurological patients. It means that the
eyes are moving from left to right and then rapidly back (one beat)
repeatedly. The direction can also be opposite or up down or in other
directions, which is determined by the common influence of three
component signals such as in Fig. 4.11.
Fig. 4.12 shows actual signals, three of them, since a camera system was
used that is able to measure movements of eye balls in the three-
dimensional coordinate system as if around three rotation axes: horizontal,
vertical and torsional. For the last one we think the rotation axis to be like
the same as the direction right forward from the eye lens.
Table 4.1 lists the variables along with the scheme of Fig. 4.11. These were
used to classify nystagmus into the classes of valid and invalid beats.
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Fig. 4.11 A hypothetical nystagmus eye movement ”beat” defining its
variables applied in classification into two classes: valid (accepted) and
invalid (rejected) beats.
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Fig. 4.12 A three-dimensional
signal of 10 s is shown as three
component signals to show their
features. Segments (1)-(5) were
deemed to be rejected or invalid
beats. In (1) the horizontal and
torsional components were
corrupted. Segments (2) to (5)
were dropouts of the video
stream when the camera has
momentarily failed to identify the
eye in its successive images. Peaks
with amplitudes below 1° were
seen noise being neither valid nor
invalid beats.
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Table 4.1 Variables of
nystagmus data set
defined with symbols
associated with Fig. 4.11.
In the variable names sp
and fp are slow and fast
phase, a amplitude, d
duration, v mean velocity,
c correlation, mv
maximum velocity, q
quality signal (not shown
in Fig. 4.12) of torsional
component, and subscripts
h, v and t denote
horizontal, vertical and
torsional components.
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Variables Explanation

spah, spav, spat amplitudes of slow phase

fpah, fpav, fpat amplitudes of fast phase

spdh duration of slow phase

fpdh duration of fast phase

spvh, spvv, spvt mean velocities of slow

phase

fpvh, fpvv, fpvt mean velocity of fast

phase

spch, spcv, spct correlations of slow phase

fpmvh maximum velocity of

horizontal fast phase

qt mean of torsional signal

quality values

Definition

|x(f) – x(s)|

|x(e) - x(f)|

(f – s)/fr, fr sampling frequency

(e – f)/fr, fr sampling frequency

slope according to linear regression from samples

{x(s),x(s+1),…,x(f)}

slope according to linear regression from samples

{x(f),x(f+1),…,x(e)}

correlation coefficient between samples

{x(s),x(s+1),…,x(f)} and {y(s),y(s+1),…,y(f)}

slopes z(i) according to linear regression from

samples {x(i-2),x(f-1),x(i),x(i+1),x(i+2)},

i=f+2,…,e-2, and then by taking max {z(i)},

i=f+2,…,e-2

mean of quality values during slow phase of

interval [s,f]



The nystagmus data set contained 30 s measurements of 107 patients
with 20-80 acceptable nystagmus beats. Altogether, there were 5989
beats. Because the class of invalid beats was larger, it only was cleaned
with Neighborhood cleaning method with k equal to 3 for the
classification of the remaining beats on the basis of 19 variables in
Table 4.1. Cleaning improved classification accuracies with 5-6% up to
around 95% .
Principal component analysis to be presented subsequently is a
method to perform a transform to reduce the dimension of a data set.
It can also be utilized for visualization of data, when the first two (most
important) principal components only are used as coordinate axes.
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Fig. 4.13 shows the two main principal components of the nystagmus
data before and after cleaning. Cleaning was continued no longer than
until the major class (invalid beats) had decreased down to be equal of
the size of the minority class.
In the signal processing phase at the beginning, there were three ways
to determine which of beats were valid or invalid: manual, automatic
and both. The numbers of the valid and invalid for the three ways were
{2171, 3818}, {2517, 3472} and {1645, 4344}. Fig. 4.13 depicts the
principal components of the automatic beat selection.
The two main principal components accounted for 80% of variance in
Fig. 4.13 (a) and 87% in (b).
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Fig. 4.13 (a) Before cleaning and (b) after cleaning of the majority class
of the invalid (rejected) beats. To keep mapping clear one tenth only of
beats were drawn. These show that overlapping of the classes was
reduced in (b).
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4.5 Balancing class distribution

Decreasing a majority class
Since the majority class of the invalid (rejected) beats was decreased,
this may be called balancing the class distribution. This is often useful
subject to classification tasks. More balanced class distributions, say,
closer to 50%+50% for two classes, often makes classification easier
compared with skewed distributions for which the majority class may
predominate highly because of the greater ”mass” of data cases.
Some machine learning methods, for example, neural networks may be
sensitive to classes of small sizes and thus fail to model them and even
”lose” very small classes.
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The preceding example consisted of two classes only. If there were more, the
situation would be more complicated. However, if there is one much larger
than the other classes in a data set and there are enough cases to be ”lost”
in the majority class, it may be reasonable to balance the whole.
Nevertheless, often we can not ”afford” to lose ”valuable” data. For example,
looking back at the example and Table 3.1 of the female urinary incontinence
data, this data set included 372 patients in its largest class and 594 totally.
These are, in fact, small numbers while thinking machine learning
algorithms.
All in all, a good thought is also that the less manipulation of data in
prepocessing, the ”safer” the following process might be, because we then
decrease any risk of deteriorate data. In addition, if the ”nature” has handled
a situation of some class distribution, its ”compelling” change is also a little
manipulation. However, frequently preprocessing is definetely required to
attain reasonable results.
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Increasing minority classes
An idea opposite to the preceding decreasing data sounds good. Maybe
we could acquire additional data to extend its mass. On the other hand,
when we, of course, got it from the same source as earlier, it would
obviously obey the same class distribution which would not balance
the ratios of classes even if it might be otherwise a positive nuance for
data mining.
Another alternative exists. We may attempt to increase or enhance
artificial cases to minority classes to balance their sizes compared to
the majority class(es) in the training set.14

14 K. Swingler, Applying Neural Networks, A Practical Guide, Academic Press, London, UK, 1996, p. 110.
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We may attempt to generate artificial cases into training set L (naturally
not into a test set) to balance ratios between classes. This decreases
great differences between sizes of classes, which relieves the situation
of some machine learning methods such as neural networks that could
be sensitive to these differences of class sizes. On the other hand, such
local methods as nearest neighbor searching might not take any
advantage of such data case enhancement, because their
”computational principle” is not based on the mass of data, global
approach.
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Artificial cases should be generated very carefully and as rather small
numbers of cases not to change the original properties of data in question
too much making it already rather different from that given by the actual
data source. Therefore, we have to precisely follow the distributions of
variable values and generate such artificial cases only that resemble closely
those in the original data. A simple means is to copy existing cases that we
have used.15 Another is to generate such that are made from those copies by
adding slightly random noise to the original variable values. Namely, some
machine learning algorithms might not be able to utilize identical cases in
their learning process. Since such manipulation has to be made
”economically” with relatively small numbers of artificial cases, the
advantage seems to remain, however, minor. 16

15 Y. Zhang, J. Laurikkala and M. Juhola: Biometric verification of a subject with eye movements, with special
reference to temporal variability in saccades between a subject’s measurements, International Journal of
Biometrics, 6(1), 75-94, 2014.
16 L. Autio, M. Juhola and J. Laurikkala: On neural network classification of medical data and endeavour to
balance non-uniform datasets with artificial data extension, Computers in Biology and Medicine, 37, 388-397,
2007.
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